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APPENDIX
FULL-FRAME RENDERING COMPARISONS

Figure [3] shows the full-frame results corresponding to the
main comparison in the paper. Unlike the cropped regions in
Figure 5, these results show the complete rendered frames for
all scenes and methods under the same experimental settings.

QUALITATIVE RESULTS OF ABLATION STUDIES

We provide qualitative results for the cluster-count and
reflection-ray ablations reported in Tables II and III of the
main paper.

Figure [T| shows the effect of varying the number of clusters
K with T' = 128. Increasing K improves reconstruction
quality, while the improvement becomes marginal beyond
K =4, consistent with the quantitative results.

Figure 2] shows the effect of the reflection-ray budget 7" and
post-processing. Increasing 7" reduces residual sampling noise,
while post-processing further improves perceptual quality, par-
ticularly at lower ray budgets. The slightly higher MAPE after
post-processing reflects the small bias introduced by filtering.
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Fig. 1. Qualitative cluster-count ablation in the bathroom scene with T =
128. From left to right and top to bottom, the panels correspond to K =
1,2,4,8,16, and 32. MAPE is shown in the bottom-right corner of each
image.
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Fig. 2. Qualitative reflection-ray and post-processing ablations in the bathroom scene with K = 4. The columns correspond to 1" = 8,16, 32, 64, 128, and
256. The top row is without post-processing and the bottom row is with FXAA and cross-bilateral filtering. MAPE and LPIPS are shown in the bottom-left
and bottom-right corners, respectively.
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Fig. 3. Full-frame comparisons across all scenes and methods in the main experiment. We show the reference, Ours-128, Ours-32, NR-LHS, NR-RHS (32
spp), and an equal-time 4-spp path tracer with Oidn denoising (Oidn). MAPE is computed against the 100,000-spp reference.
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